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15-781 Final Exam, Fall 2002

. Write your name and your andrewemail addressbelow.

Name:
Andrew ID:

. There should be 17 pagesin this exam (excluding this cover sheet).

If you needmoreroom to work out your answer to a question,usethe bad of the page
and clearly mark on the front of the pageif we are to look at what's on the badk.

You should attempt to answer all of the questions.

You may useany and all notes, aswell asthe classtextb ook.

All questionsare worth an equalamourt. They are not all equally di cult.
You have 3 hours.

Good luck!



1 Computational Learning Theory

1.1 PAC learning for Decison Lists

A decisionlist is a list of if-then rules where eat condition is a literal (a variable or its
negation). It canbe thought of asa decisiontree with just one path. For example,say that
| like to gofor a walk if it's warm or if it's snoving and | have a jacket, aslong asit's not
raining. We could descrike this asthe following decisionlist:

if rainy then no

else if warmthen yes

else if not(have-jacket) then no
else if snowythen yes

else no.

(a) Describe an algorithm to learn DLs given a data set, for example
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Your algorithm should have the characteristic that it should always classify exam-
plesthat it hasalready seencorrectly (ie, it should be consistet with the data).If it's
not possibleto cortinue to producea decisionlist that's consistem with the data, your
algorithm should terminate and announcethat it hasfailed.

(b) Find the sizeof the hypothesisspace,jH |, for decisionslists of k attributes.

(c) Find an expressionfor the number of examplesneededto learn a decisionlist of k
attributes with error at most .10 with probability 90%.

(d) What if the learneris trying to learn a decisionlist, but the represetation that it is
using is a conjunction of k literals? Find the expressionfor the number of examples
neededto learn the decisionlist with error at most .10 with 90% probability.



(@)

(b)

K-means and Gaussian Mixture Mo dels

What is the e ect on the meansfound by k-means(as opposedto the true means)of
overlapping clusters?

Run k-meansmanually for the following dataset. Circles are data points and squares
are the initial cluster certers. Draw the cluster certers and the decisionboundaries
that de ne ead cluster. Useas many pictures asyou needuntil convergence.

Note: Executethe algorithm sud that if a meanhasno points assignedo it, it stays
whereit is for that iteration.
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(c) Now draw (approximately) what a Gaussianmixture model of three gaussianswith
the sameinitial certers as for the k-meansproblem would corvergeto. Assumethat
the model puts no restrictions on the form of the covariance matrices and that EM

updatesboth the meansand covariance matrices.

O
O
OO

OQO O

(d) Is the classi cation given by the mixture model the sameasthe classi cation given by
k-means?Why or why not?



3 HMMs

Andrew livesa simple life. Somedays he's Angry and somedays he's Happy. But he hides
his emotional state, and soall you can obsene is whether he smiles,frowns, laughs, or yells.
We start on day 1 in the Happy state, and there's onetransition per day.

Happy Angry

p(smile)=0.5
p(frown)=0.1
p(laugh)=0.2
p(yell)=0.2

p(smile)=0.1
p(frown)=0.5
p(laugh)=0.2
p(yell)=0.2

De nitions:
g = stateonday t.
O; = obsenation on day t.

(@) What is P(p = Happy)?

(b) What is P(O, = frown)?

(c) What is P(qx = HappyO, = f rown)?

(d) What is P(Oqqo = Yyell)?

(e) Assumethat O; = f rown, O, = frown, O3 = f rown, O, = f rown, and Os = f rown.
What is the most likely sequenceof states?



4 Bayesian Inference

(a) Considera datasetover 3 booleanattributes, X, Y, and Z.

Of thesesetsof information, which aresu cien t to specify the joint distribution? Circle
all that apply.

A. P( XjZ)P( Xj Z)P( YjXAZ)P( YjX* Z)
P( Y] XAZ)P( Yj X~ Z)P(2)

B. P( Xj Z)P(Xj Z)P(YjX~Z)P(YjX" 2)
P(Yj] XAZ)P(Yj XA Z)P(2)

C. P(XjZ)P(Xj Z)P(YjX~Z)P(YjX" Z)
P(Yj XAZ)P( Yj X~ Z)P( 2)

D. P(XjZ) P(Xj Z)P(YjX"Z)P(YjX" Z)

P( Y] X~ Z)YP(Y] X~ Z)P(2Z2)



Given this datasetof 16 records:

(A[B]C]
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(b) Write down the probabilities neededto make a joint density bayesclassi er

(c) Write down the probabilities neededto make a naive bayesclassi er.

(d) Write the classi cation that the joint density bayesclassi er would make for C given
A=0,B=1.

(e) Write the classi cation that the naive bayesclassi er would make for C given A=0,B=1.



5

Support Vector Mac hines

This picture showns a dataset with two real-valued inputs (x; and x;) and one categorical
output class. The positive points are shovn as solid dots and the negative points are small

circles.
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(&) Supposeyou are using a linear SVM with no provision for noise(i.e. a Linear SVM

(b)

(€)

that is trying to maximize its margin while ensuringall datapoints are on their correct
sidesof the margin). Draw three lineson the above diagram, showing the classi cation
boundary and the two sidesof the margin. Circle the support vector(s).

Using the familiar LSVM classi er notation of class= sign(w:x + b), calculate the
valuesof w and b learnedfor part (a)

Assumeyou are using a noise-tolerah LSVM which tries to minimize

1 xR
—w:w + C K (1)
2 k=1

using the notation of your notesand the Burgespaper.

Question: is it possibleto invent a dataset and a positive value of C in which (a)
the datasetis linearly separablebut (b) the LSVM would newerthelessmisclassifyat
least onetraining point? If it is possibleto invert sud an example,pleasesketch the
exampleand suggesta value for C. If it is not possible,explain why not.



6 Instance-based learning

This picture shows a dataset with one real-valued input x and one real-valued output V.
There are sewen training points.
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Supposeyou are training using kernel regressionusing someunspeci ed kernel function.
The only thing you know about the kernel function is that it is a monotonically decreasing
function of distancethat decgs to zeroat a distanceof 3 units (and is strictly greaterthan
zeroat a distanceof lessthan 3 units).

(&) What is the predicted value of y whenx = 1?
(b) What is the predicted value of y whenx = 3?
(c) What is the predicted value of y whenx = 5?

(d) What is the predicted value of y whenx = 67



The nal two parts of this question concern l1l-nearest neighbor used as a

classi er.

The following dataset has two real valued inputs and one binary categorical output.
The classis denotedby the color of the datapoint.
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(e) Doesthere exist a choice of Euclidian distance metric for which 1l-nearest-neighor
would achieve zerotraining seterror on the above dataset?

Now let's considera di erent dataset:
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(f) Doesthere exist a choice of Euclidian distance metric for which 1-nearest-neighor
would achieve zerotraining seterror on the above dataset?



7 Nearest Neigh bor and Cross-V alidation
Recipe for making training set of 10,000dat- | Recipe for making test setof 10,000datapoints
apoints with two real-valued inputs and one | with two real-valued inputs and one binary
binary output class: output class:
No points in No points in
6 — gap between rectangles 6 — gap between rectangles
5 —{ 5000 points \l/ 5000 points 5 | 5000 points \l/ 5000 points
with positions with positions with positions with positions
chosen chosen chosen chosen
4 - randomly randomly 4 - randomly randomly
uniformly uniformly uniformly uniformly
in this in this in this in this
3 rectangle. rectangle. 34 rectangle. rectangle.
25% have +ve 75% have +ve none have +ve 100% have +ve
T 2 class. class. T 2 class. class.
75% have -ve 25% have -ve 100% have -ve none have -ve
X2 1+ class. class. X2 1+ class. class.
0 I I I I I I 0 I I I I I I
O 1 2 3 4 5 6 O 1 2 3 4 5 6
Xt+—— Xt+——

set

Using the above recipesfor making training and test setsyou will seethat the training
IS noisy: in either region, 25% of the data comesfrom the minority class. The test setis

noise-free.

In ead of the following questions,circle the answer that most closelyde nes the expected

error rate, expresseds a fraction.

(@)

(b)

(©)

(d)

(€)

(f)

What is the expectedtraining set error using one-nearest-neighor?
O 18 14 38 13 12 58 23 34 78 1

What is the expected leave-one-out cross-alidation error on the training set using
one-nearest-neighor?

O 18 14 38 13 12 58 2/3 34 78 1

What is the expectedtest set error if we train on the training set, test on the test set,
and useone-nearest-neighor?

O 18 14 38 13 12 58 23 34 78 1
What is the expectedtraining set error using 21-nearest-neighor?
O 18 14 38 13 12 58 23 34 78 1

What is the expected leave-one-out cross-alidation error on the training set using
21-nearest-neighor?

O 18 14 38 13 12 58 2/3 34 78 1

What is the expectedtest set error if we train on the training set, test on the test set,
and use21-nearest-neighor?

0O 1/8 1/4 3/8 1/3 1/2 §5/8 2/3 3/4 7/8 1




8 Learning Bayes Net Structure

For ead of the following training sets, draw the structure and CPTs that a Bayes Net
Structure learner should learn, assumingthat it tries to accoun for all the dependenciesn
the data aswell aspossiblewhile minimizing the number of unnecessaryinks. In ead case,
your BayesNet will have three nodes,called A B and C. Someor all of thesequestionshave
multiple correct answers...you needonly supply oneanswer to ead question.

A[B|C
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110
110
101
101
101
A[B|C
0(0]0
0/0]0
0/0]0
101
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9 Mark ov Decision Pro cesses

Considerthe following MDP, assuminga discourt factor of = 0:5. Note that the action
\P arty" carriesan immediate reward of +10. The action \Study" unfortunately carriesno
immediate reward, exceptduring the senioryear, when a reward of +100 is provided upon
transition to the terminal state \Employed".

(&) What is the probability that a freshmanwill fail to graduateto the \Employed" state
within four years,even if they study at every opportunity?

(b) Draw the diagram for the Markov Process(not the MDP, the MP) that correspnds
to the policy \study wheneer possible."

(c) What is the value assaiated with the state \Junior" under the \study wheneer pos-
sible" policy?

(d) Exactly how rewarding would parties have to be during junior yearin order to make it
advisablefor a junior to party rather than study (assuming,of course,that they wish
to optimize their cumulative discouried reward)?

(e) Answer the following true or false. If true, give a one-setenceargumern. If false,give
3 counterexamople



(True or False?) If partying during junior year an optimal action whenit is
assignedreward r, then it will also be an optimal action for a freshmanwhen
assignedreward r.

(True or False?) If partying during junior year is an optimal action when it
is assignedreward r, then it will alsobe an optimal action for a freshmanwhen
assignedreward r.



10 Q Learning

Considerthe robot grid world shavn below, in which actions have deterministic outcomes,
and for which the discount factor = 0:5. The robot receiwes zeroimmediate reward upon
executingits actions, exceptfor the few actionswherean immediate reward hasbeenwritten
in on the diagram. Note the state in the upper corner allows an action in which the robot
remainsin that samestate for onetime tick.

IMPORTANT: Notice the immediate reward for the state-action pair < C; South > is
-100, not +100.

(&) Write in the Q value for ead state-action pair, by writing it next to the correspnding
arrow.

(b) Write in the V (s) value for eat state, by writing its value inside the grid cell repre-
serting that state.

(c) Write down an equation that relatesthe V (s) for an arbitrary state s to the Q(s;a)
valuesassaiated with the samestate.

(d) Describe one optimal policy, by circling only the actions recommendedby this policy



(e) Hand executethe deterministic Q learning algorithm, assumingthe robot follows the
trajectory shovn belonv. Show the sequenceof Q estimates(describe which entry in
the Q table is being updated at ead step):

state action next-state immediate-reward  updated-Q-estimates

A East B 0

B East C 10

C Loop C 0

C South F -100

F West E 0

E North B 0

B East C 10

(f) Proposea changeto the immediate reward function that resultsin a changeto the Q
function, but not to the V function.
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Short Questions

Descrike the di erence betweena maximum likelihood hypothesisand a maximum a
posteriori hypothesis.

Considera learning problem de ned over a set of instancesX . Assumethe spaceof
possiblehypotheses,H, consistsof all possibledisjunctions over instancesin X. l.e.,
the hypothesisx; _ Xg labelsthesetwo instancespositive, and no others. What is the
VC dimensionof H?

Consider a naive Bayes classi er with 2 booleaninput variables, X and Y, and one
booleanoutput, Z.

Draw the equivalert Bayesiannetwork.

How many parametersmust be estimatedto train sud a naive Bayesclassi er?

How many parameterswould have to be estimatedif the naive Bayesassumption
is not made,and we wish to learn the Bayesnet for the joint distribution over X,
Y,and Z?



True or False?If true, explain why in at most two sentences. If false, explain why or
give a brief courterexample.

(True or False?) The error of a hypothesis measuredover the training set
provides a pessimistically biasedestimate of the true error of the hypothesis.

(True or False?) Boosting and the Weighted Majority algorithm are both
methods for combining the votes of multiple classi ers.

(True or False?) Unlabeleddata canbe usedto detect over tting.

(True or False?) Gradient desceh hasthe problem of sometimesfalling into
local minima, whereasEM doesnot.

(True or False?) HMM's are a special caseof MDP's.



