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The proliferation and affordability of webcams and
other smart sensors have created opportunities for novel
sensor-enriched Internet services, which combine tradi-
tional data sources with information collected from live
sensor feeds. One example of such sensor enriched ser-
vices is a Parking Space Finder service that directs drivers
to available parking spots near their destination. In [1],
we describe the design, architecture, and implementation
of IrisNet, the first general purpose software infrastruc-
ture tailored to the unique demands of worldwide sensing
services. For end users, it abstracts a service as a single
queryable XML database. It also provides service authors
with a very high-level abstraction of the underlying sys-
tem, to ease authoring of new services.

Achieving ease of authorship for a wide variety of ser-
vices on an infrastructure like IrisNet requires addressing
a number of challenges. The challenge we address here
is to automate the partition and replication of the sensor
databases and to distribute the fragments among the set
of available hosts to adapt to the dynamic workload. The
high level vision is that the service author submits a high
level XML schema (describing the hierarchy, static and
dynamic metadata, data placement parameters like repli-
cation factor etc.) to IrisNet which then dynamically par-
titions, replicates and distributes different portion of the
database to achieve load balancing, fault tolerance, good
query response time and network economy.

Although similar data placement problem has been ad-
dressed in many different contexts (e.g., distributed file
system, CDN, relational database), the hierarchical nature
of the sensor databases, non-static access granularity, in-
network query processing and dynamic workload make it
significantly different in the context of wide area sensor
databases.

It has been shown in literature that even when the ac-
cess granularity is static (e.g.,in file system, the granular-
ity is a single file), placing objects in a set of hosts with
limited capacity to minimize average access time or net-
work traffic is a NP-complete problem. However, for a
distributed sensor database, the access granularity can be
different for different queries. This requires careful frag-
mentation of the database. We show thatfor in-network
aggregation in a hierarchical database, the general prob-
lem of optimally fragmenting the database among avail-
able hosts to minimize access time or network traffic is
NP-complete even when the number of hosts is unlimited.

We then present a practical online solution to the
adaptive data placement problem for wide area sensor
database. We present several heuristics, mechanisms to
efficiently implement them, and our experience of using
the solution in a real deployment. More specifically, we
present the following mechanisms:
• Mechanism to decide which part of the the local

database owned by a host should be replicated or
partitioned to achieve the maximalbenefitin terms
of reducing response time and network traffic. To
do this, each host maintains a weighed tree represen-
tation of the part of the XML database it owns and
finds weight-constrained min-cuts to determine the
fragments. This min-cut fragmentation aims for re-
ducing the number of hops between hosts.

• Service discovery mechanism to discover available
hosts for placing the fragments of the database to
yield maximum benefit. It tries to place and merge
adjacent fragments on the same host and thus to
reduce the overall fragmentation of the database.
Moreover, it places the read-intensive parts of the
databases close to the read sources, and the write-
intensive parts close to the write sources.

• Mechanism to automatically tune the replication fac-
tors of different parts of the database. For example,
the read-intensive parts of the database are widely
replicated, while the write-intensive parts are only
minimally replicated. Moreover, the mechanism en-
sures a minimum number of replicas for each data
item (to achieve fault tolerance).

• Mechanism to deal with high update rates of the sen-
sors. The mechanism aims for achieving high avail-
ability and partition tolerance with possible sacrifice
of strong consistency of the replicas.

Our initial simulation results show significant advan-
tage of our solution. We are now implementing the mech-
anisms in IrisNet to be used by real network monitoring
applications running on PlanetLab. We hope to present
our experience in the final version of the poster.
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