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Abstract. This paperaddressethe problemof building large-scaleggeometricnapsof indoorenvironmentswith
mobilerobots. It posesthe mapbuilding problemasa constrainedprobabilisticmaximum-likelihoodestimation
problem. It thendevisesa practicalalgorithmfor generatinghe mostlikely mapfrom data,alongwith the most
likely pathtakenby therobot. Experimentatesultsin cyclic ervironmentsof sizeup to 80 by 25 meterillustrate
theappropriatenessf theapproach.

Keywords: Bayesrule, expectatiormaximization,mobile robots, navigation, localization, mapping,maximum
likelihood estimation positioning,probabilisticreasoning

1. Intr oduction

Over the last two decadesor so, the problemof acquiringmapsin indoor ervironments
hasreceved considerablattentionin the mobileroboticscommunity The problemof map
building is thepraoblemof determinirg thelocation of entities-of-irteresi{suchas:landmarks,
obstacles)yftenrelativeto aglobalframeof referencgsuchasaCartesiarcoordinatdrame).
To build a mapof its environment,a robotmustknow whereit is relative to pastlocations.
Sincerobot motionis inaccuratethe robot mustsolve a concurrentocalizationproblem,
whosedif culty increasewith the size of the environment(and speci cally with the size
of possiblecyclestherein). Thus,the generalproblemof map building is an example of
a chicken-and-gg problem: To determinethe locationof the entities-of-interestthe robot
needdo know whereit is. To determinevhereit is, therobotneedgo know thelocationsof
theentities-of-interest.

In our experimentswe investigatea restrictedversionof the map building problem,in
which a humanoperatortele-operatethe robotthroughits ervironment. In particulay we
assumehatthe operatorselectsa smallnumberof signi cant places(suchasintersections,
corners,deadends),wherehe pushegqwith high likelihood) a buttonto inform the robot
thatsucha placehasbeenreached.The approachhowever, canbe appliedto the problem
of landmark-basedhap acquisition(usingone of the mary landmarkrecognitionroutines
publishedin the literature, such as (Borenstein,Everett, & Feng, 1996; Choset,1996;



Kuipers& Byun, 1991; Mataric, 1994)). Thus, the paperphrasesthe approachin the
languagecommonlyusedin the eld of landmark-basedavigation. The generalproblem
addresse(th this paperis: How canarobotconstructa consistentnapof an ervironment,
if it occasionallyobseresa landmark?In particular the paperaddressesituationswhere
landmarkamight be entirely indistinguishabé, andwherethe accumulate@dometricerror
mightbeenormous.

The paperpresentsan algorithmfor landmark-basedhap acquisitionand concurrento-
calizationthatis basedn a rigorousstatisticalaccounton robotmotionandperception.In
it the problemof mapbuilding is posedasa maximumlikelihood estimatiorproblemwhere
both the locationof landmarksandthe robot's positionhave to be estimated. Likelihood
is maximizedunder probabilisticconstraintsthat arise from the physicsof robot motion
andperception.Following (Koenig& Simmons,1996; Shatkay& Kaelbling, 1997a),the
high-dimensionamaximumlikelihood estimationproblemis solved ef ciently usingthe
Baum-Welch (or alpha-betaglgorithm(Rabiner& Juang,1986),whichis a specialversion
of EM (DempsterLaird, & Rubin, 1977). Baum-Weélch alternatesan “expectationstep”
(E-step)anda “maximizationstep”(M-step,sometimeslsocalled“modi cation step”). In
the E-step,the currentmapis held constantandthe probability distributionsare calculated
for pastandcurrentrobotlocations. In the M-step,the mostlikely mapis computedbased
on the estimationresultof the E-step. By alternatingboth steps,the robot simultaneously
improvesits localizationandits map,which leadsto a local maximumin likelihood space.
The probabilisticnatureof the estimationalgorithmmakesit considerablyobustto ambi-
guitiesandnoise,bothin the odometryandin perceptionlt alsoenablegherobotto revise
pastlocationestimategasnen sensodataarrives.

The paperalso suneys resultsobtainedwith a RWI B21 robot in indoor ervironments
of size80 by 25 meter One of the ervironmentscontainsa cycle of size 60 by 25 meter
which hasbeenmappedsuccessfullydespitesigni cant odometricerror. Theapproachas
beenintegratedwith a corventionalmethodfor building occupang grid maps(Thrun,1993,
1998),for which resultsarereportedaswell. Relatedwork is reviewedin Section9.

2. The probabilistic model

This sectiondescribe®ur probabilisticmodelof thetwo basicaspecténvolvedin mapping:
motion and perception. Thesemodelstogetherwith the data(seenext section)de ne the
basiclikelihood function,accordingo which mapsarebuilt.

2.1. Robotmotion

Let and denoteobotlocationsn - - spacgsometimesalledposes, andlet denote
acontrol(motioncommand)which consistof a combinatiorof rotationalandtranslational
motion. Sincerobotmotionis inaccuratethe effectof acontrol ontherobot'slocation

is modeledby a conditionalprobability density

1)

which determineghe probability that the robotis at location , if it previously executed
control atlocation . imposegrobabilisticconstraintbetweerrobotpositions
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Figure 1. Probabilisticmodelof robotmotion: Accumulateduncertaintyafter movingasshown: (a) 40 meter (b)
80 meter

at differentpointsin time. If is the probability distribution for the robot's location
beforeexecutinga control

(2)

is the probability distribution after executingthat control. Figure 1 illustratesthe motion
model.In Figurela,therobotstartsatthebottomlocation(in aknown position),andmoves
asindicatedby the verticalline. Theresultingprobability distributionis visualizedby the
grey areain Figurela: Thedarkeravalue themorelikely it is thattherobotis there.Figure
1b depictsthis distribution after two motion commands.Of course,Figurel (andvarious
other gures in this paper)shav only 2D projectionsof ,as is three-dimensional.
Notethatthe particularshapeof thedistributionsresultsfrom accumulatedranslationabnd
rotationalerrorasthe robotmoves.

Mathematicallyspeakingtheexactmotionmodelassumethattherobotaccumulateboth
translationahndrotationalerrorasit moves. Both sourcef erroraredistributedaccording
to a triangulardistribution, thatis centerecbn the zero-erroroutcome! The width of these
distributionsareproportionalto thelengthof themotioncommand.Of coursetheresulting
distributionis nottriangularlydistributedin - - spaceasthedifferentcurvaturesn Figure
lindicate.

2.2. Robot perception

Ourapproactassumethatthe robotcanobsenre landmarks.More speci cally, we assume
thattherobotis givenamethodfor estimatinghetype therelativeangleandanapproximate
distanceof nearbylandmarks For example suchlandmarksnightbeChosets“meetpoints”
(Choset,1996) (seealso (Kuipers& Byun, 1991; Mataric, 1994)), which correspondo
intersection®r deadendsin corridorsandwhich canbe detectedvery robustly. Various
otherchoicesaredescribedn (Borensteiretal., 1996).

In our probabilisticframevork, landmarksarenot necessarilyistinguishablein the most
dif cult caseJandmarksareentirelyindistinguistable.lt is alsoassumedhattheperceptual
componenis erroneous—theobotmight misjudgetheangle distancepr typeof landmark.
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Figure 2. Probabilisticmodelof robot perception:(a) uncertaintyaftersensingalandmarkin 5 meterdistance(b)
thecorrespondingnap.

Thus,themodelof robotperceptioris modeledoy a conditionalprobability:

(3)

Here denotesalandmarkobsenation,and denoteghe mapof the ervironment(which
containsknowledgeaboutthe exact locationof all landmarks). determineghe
likelihood of makingobsenation whentherobotis atlocation , assuminghat is the
correctmodelof theervionment.

The perceptualmodel imposesprobabilistic constraintsbetweenthe map, , andthe

robot'slocation, . Accordingto Bayesrule, the probability of beingat whenthe robot
obseres is givenby

(4)

Here measureghe probability that the robotis at  prior to observing and
is a normalizerthat ensureghatthe left-handprobabilitiesin (4) sumupto 1 (overall ).
Equation(4) impliesthatafterobserving , therobot'sprobabilityof beingat isproportional

to the productof andthe perceptuaprobability

Figure 2a illustratesthe effect of Equation(4) for a simple example. Showvn thereis
the distribution thatresultsif the robotinitially hasno knowledgeasto where
it is (i.e., is uniformly distributed),andif it perceves alandmarkapproximately

5 metersaheadof it, in aworld  that containsexactly two indistingushabldandmarks.
Thisworld is shavn in Figure2b. Thecirclesin Figure2aindicatethatthe robotis likely
to be approximatelyb meteraway from a landmark—althouglhereis aresidualnon-zero
probabilityfor beingat anothedocation,sincetherobot's perceptuatoutinesmight err. If
thelandmarkweredistinguishabletheresultingdensity(Figure2a)wouldconsistof asingle
circle, insteadof two.

Noticethatalthoughtheperceptuamodel assumesxactknowledgeof boththe
robot'slocationandits environment(whichmakest easyto derive),theestimatioraccording
to equation(4) doesnot assumenowledgeof . It only assumeg&nowledgeof themap



3. Data, maps,and the map likelihood function

Mapsarebuilt from data,by maximizingthelikelihood of the mapunderthe data. The data
is a sequencef control interleared with obsenations. Without loss of generality let us
assumehatmotionandperceptiorarealternatedi.e., thatthe dataavailablefor mappingis
of theform

1 1 2 2 1 1 (5)

denoteghetotal numberof steps.
In statisticalterms,the problemof mappingis the problemof nding themostlikely map
giventhedata

amgmax (6)
The probability canbewrittenas
1 1 1 (7)
By virtue of Bayesrule, the probability 1 on the right handside of
Equation(7) canbere-writtenas
1 1 1
1 (8)

Basedon the obsenrationthat depend®nly onthemap andthelocation attime
, the rst termontheright handsideof Equation(8) canbetransformednto

! (9)

Furthermore, 1 in Equation(8), sincein theabsencef ary data,
doesnot dependbn ary of thelocations  (with 1 ). is the Bayesian
prior over all mapswhich henceforttwill beassumedo be uniformly distributed.
Finally, theterm 1 in Equation(7) canbere-writtenas

1 1 (10)
1

This transformationis basedon the obsenation that the robot's location 1 depends
only on the robot's location onetime stepearlierandthe action executedthere.
Substitutingequationg8), (9), and(10)into theright-handsideof Equation(7) leadsto the
likelihoodfunction

1 1 (11)



Sincewe are only interestedn maximizing , hotin computingits value,we can

safelydroptheconstants and 1 . Theresultingexpression,
1
agmax 1 1 (12)
1 1
is exclusively afunctionof thedata , theperceptuamodel , andthemotionmodel

(c.f. Section2). Maximizing this expressionis equivalentto nding the most
likely map.

4. Efcient maximum likelihood estimation

Unfortunately computing(12) is computationallychallenging. This is becausending
the mostlikely mapinvolvessearchin the spaceof all maps. For the size environments
considerechere,this spaceoftenhas10® dimensionsor more. To makemattersworse,the
evaluationof a singlemapwould requireintegratingover all possibldocationsatall points
in time, which for thedatasetgonsideredn this paperwould requireintegrationover more
than10® independenvariableswhich is clearly infeasible. In the light of thesenumbers,
nding themapthatglobally maximizeghelikelihood functionappearso bedif cult.

Fortunately thereexists an ef cient and well-understoodechniquefor hill-climbing in
likelihoodspacethe EM algorithm(Dempsteetal., 1977),whichin thecontext of Hidden
Markov Modelsis often referredto as Baum-VéIch or alpha-betaalgorithm (Rabiner&
Juang, 1986) (for applicationsof alpha-betain the context of mappingsee(Koenig &
Simmons,1996; Shatkay& Kaelbling, 1997a;Oore, Hinton, & Dudek,1997)). EM is
a hill-climbing routinein likelihood spacewhich alternateswo steps,an expectationstep
(E-step)and a maximizationstep (M-step). In the E-step,probabilisticestimatedor the
robot's locationsat the variouspointsin times are estimatedbasedon the currently best
availablemap(in the rst iteration,thereis none).In theM-step,amaximumlikelihoodmap
is estimatedasedn thelocationscomputedn the E-step.The E-stepcanbeinterpretedas
alocalizationstepwith a x edmap,whereaghe M-stepimplementsa mappingstepwhich
operatesunderthe assumptiorthat the robot's locations(or, more precisely probabilistic
estimateghereof)areknown. lIterative applicationof both rulesleadsto a re nementof
both,thelocationestimatesandthemap.

We believe thatthis algorithmcanbe shavn to convergeto alocal maximumin likelihood
space. Our belief is basedon existing corvergenceresultsfor EM and Hidden Markov
Models(Dempsteetal., 1977;Rabiner& Juang,1986)andamorerecentresultby Shatkay
andKaelbling that shows the corvergenceof the alpha-betalgorithmfor learningHidden
Markov Modelsaugmentedvith metricinformation(Shatkay& Kaelbling,1997b).

4.1. TheE-step

IntheE-stepthecurrent-bestnap andthedataareusedo computeprobabilisticestimates
for the robot's position at 1 . With appropriateassumptions,
canbeexpressedsthenormalizedoroductof two terms



3 ! (13)

Here 3, 2 and 3 arenormalizerghatensurahattheleft-handsideof Equation(13) sums
up to oneover all . The derivation of (13) follows from (a) the applicationof Bayes
rule, (b) acommonly-usedlarkov assumptiorthat speci esthe conditionalindependence
of future from pastdatagiven knowledgeof the currentlocationandthe map, and(c) a
secondapplicationof Bayesrule undertheassumptioiin theabsencef datarobotpositions
areequallylikely.

Bothterms, and , arecomputedseparatelywheretheformeris computedorward
in time andthe latteris computedbackwardsn time. The readershouldnoticethat our
de nition of and deviatesfrom the de nition usually givenin the literatureon
Hidden Markov Models (c.f., (Rabiner& Juang,1986)). However, our de nition maps
nicely into existing localizationparadigms.The computatiorof the -valuesis a versionof
Markovlocalization which hasrecentlybeenusedwith greatsucces$y variousresearchers
(Burgard,Fox, Hennig,& Schmidt,1996;Kaelbling,Cassandra& Kurien,1996;Koenig&
Simmons1996;NourbakhshPawvers,& Birch eld, 1995;Simmons& Koenig,1995;Thrun
etal.,1998;Thrun,in press).The -valuesaddadditionalknowledgeto therobot'sposition,
typically notcapturedn Markov-localization.They are,however, essentiafor revising past
beliefbasedn sensodatathatwasreceved laterin time, whichis a necessarprerequisite
of building large-scalemaps.

4.1.1. Computatiorofthe -values

Sinceinitially, the robotis assumedo beat the centerof the globalreferencérame, ! is
givenby a Diracdistributioncenterecat 0 0 O :

1 1 1 1if 1 000

oif ? 000 (14)

All other arecomputedecursvely:
1

1 1 1 1
1 1 (15)

where isagainaprobabilisticnormalizerandtherightmosttermof (15) canbetransformed
to
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Figure 3. A typical sequencef -tables(projectedinto 2D), takenfrom one of the experimentseportedn this
paperillustratesthe complexnatureof thedistributionsinvolved.

1 1 1 1 (16)

Substituting(16)into (15) yieldsarecursverulefor thecomputatio of all with boundary
condition(14), which usesthedata , themodel , in conjunctionwith the motion model

andthe perceptuamodel . See(Thrun,in press)for a moredetailed
deriation.

4.1.2. Computatiorof the -values

The computatiorof is completelyanalogousbut backwardsn time. Theinitial ,
which expresseshe probabilitythatthe robot's nal positionis , is uniformly distributed
( doesnotdependndata).All other -valuesarecomputedn thefollowing way:

1 1 1 1
1 1 1 1
(17)
Therightmostexpressionis furthertransformedo:
1 1
1 1 1 1 1
1 1 1 (18)
The derivation of the equationsareanalogougo thatof the computatiorrule for -values.
Theresultof theE-step, , Is anestimateof therobot'slocationsatthevariouspoints
intime .

Figure3 shavs a sequencef -values,which arosein oneof the experimentsdescribed
belon. This gure illustratesthatsomeof the distributionsare multi-modal;Kalman lters
(Kalman,1960),whicharefrequentlyusedn localizationareprobablynotappropriatéere.



4.1.3. First E-step

In the rst computatiorof theE-stepwherenomap is available, is assumedo
bedistributeduniformly. Thisis equivalentto ignoringall obserations ' 2

in the computatiorof the - and -values. Theresultingpositionestimatesareonly based
onthecontrols 1 2 L in

4.2. The M-step

TheM-stepcomputeshemostlikely mapbasedntheprobabilitiescomputedn the E-step.

Withoutlossof generaliy, weassumeéhatthereare differenttypesof landmarkgfor some
value ), denoted; . Theset 1 is thesetof generlizedlandmark
typeswhichincludes , the“no-landmark. A probabilisticmapof the ervironmentis an
assignmenbf probabilities for , Where is a location measured
in global coordinatesand is a randomvariablethat correspondgo the generalized
landmarktype at . The M-stepcomputeghe mostlikely mapunderthe assumption
that accuratelyre ects thelikelihoodthattherobotwasat attime .

Following (Rabiner& Juang,1986),the maximumlikelihood mapunder x ed position
estimatess computedaccordingo theweightedikelihood ratio

Expectedt of times wasobseredat
Expectedt of timessomethingvasobsered

whichis obtainedby

| =

(19)

where

(20)



Sinceweassumehat doesotdependntherobot'sposition (andhencen theabsence
of data: ), expression(20) canbe simpli ed to

(21)

Here istheusualnormalizer While theseequationgook comple, they basicallyamount
to afrequentistapproach.Equation(19) countshow oftenthe generalizedandmark was
obsenedforlocation , dividedby thenumbersomeayeneralizetendmarkwasobsened
for thatlocation. Eachcountis weightedby the probabilitythattherobotwasat alocation
whereit could obsere somethingabout . Frequeng countsaremaximumlikelihood
estimators.Thus, the M-stepdetermineghe mostlikely mapfrom the position estimates
computedn theE-step.By alternatingoothstepspoththelocalizationestimatesandthemap
aregraduallyimproved (seealso(Rabiner& Juang,1986;Shatkay& Kaelbling,1997b)).

5. Efciency considerations

In ourimplementationall probabilitiesarerepresentedly discretegrids. Thus,all integrals
arereplacedby sumsin all equationsabore. Mapsof size 90 by 90 meterwith a spatial
resolutionof 1 meterandanangularresolutionof 5 wereusedthroughoutall experiments
reportedhere,with the exceptionof the experimentsconductedn the Carngie Museum
of Natural History, wheremapsof size 60 by 60 meterswere used. Our implementation
employsavarietyof “tricks” for ef cient storageandcomputation:

Caching The motion model is computedn adwancefor eachcontrolin
andcachedn alook-uptable.

Exploiting symmetry. Symmetricprobabilitiesarestoredin acompacimanner

Coarse-grainedtemporal resolution. Insteadf estimatinghelocationateachindivid-
ual micro-steplocationsareonly estimatedf atleastonelandmarkhasbeenobsered,
or if therobotmoved 20 meters.In betweenpositionerroris interpolatedinearly.

Selectivecomputation. Computatiorfocusesonlocations whoseprobability is
largerthanathreshold: mustbelargeror equalto 001max

Selectivememorization. Only a subsetof all probabilitiesare storedfor each ,
namelythosethat are above the thresholddescribedabore. This is currentlyimple-
mentedwith ageneralizedrersionof boundingboxes.

Thesealgorithmic“tricks” werefoundto lowermemoryrequirementby afactorof 2 98 108
(in our largestexperiment)whencomparedo aliteral implementatiorof theapproachThe
computatiorwasacceleratedy a similar factor.
All experimentalesultsdescribedbelon wereobtainedona200Mhz PentumProequiped
with 64mbRAM in lessthantwo hoursperrun. Onaveragethecomputatiorof aprobability
—which includesthe computatiorof the corresponding - and -table—tookless



Figure4. TheRWI B21robotusedin ourresearch.

than10secondg$or thesizeervironmentsonsideredhere.Datacollectionrequiredbetween
15and20minutesfor eachdatasetThe (worst-casejnemorycompleity andcomputational
complity arelinearin thesizeof andin thesizeof theervironment.

6. Results

The approactwastestedusinga B21 mobile robot, manufacturedy RealWorld Interface,
Inc (seeFigure4). Datawas collectedby joy-sticking the robot throughits environment
andusingodometry(shaftencodersjo reverse-computéhe correspondingontrol. While
joy-stickingtherobot,a humanchoseandmarkeda collectionof signi cant locationsin the
robot's environment,which roughly correspondetb the meet-pointglescribedn (Choset,
1996). Thesewereusedaslandmarks. Whenthe robotcameacrossa landmarklocation,
the humanoperatorpusheda button. Button presseswvere translatedinto two types of
obsenations: A landmarkobsenration for the robot's currentposition, and no-landmark
obsenationsfor all otherlocationswithin a perceptuaradiusof 10 meters. The choice
of 10 meterswassomeavhatad hoc—in mary casesthe “true” distancebetweenandmark
locationswassmaller causingsomeavhat of a perceptuaton ict. To testthe mostdif cult
casewe assumedhatthelandmarksveregenerallyindistinguishable.
Figure5ashonvsoneof ourdatasets;ollectedn ouruniversitybuildings. Thecirclesmark
landmarklocations. What makesthis particularervironmentdif cult is the large circular



Figure 5. (a) Rawdata(2,972controls). The box sizeis 90 by 90 meters. Circlesindicatethe locationswhere
landmarkswvereobserved.The dataindicatessystematidrift, in someof the corridors. The nal odometricerror
is approximately24.9meters.(b) Occupancygrid map,constructedrom sonammeasurements.

T ]O)

Figure 6. (a) Maximum likelihood map, alongwith the estimatedpath of the robot. (b) Occupancygrid map
constructedisingtheseestimatedocations.

hallway (60 by 25 meters). Whentraversingthe circle for the rst time, the robot cannot
exploit landmarksto improve its location estimates;thust accumulate®dometricerror.
As Figurebaillustrates the odometricerroris quite signi cant; the nal odometricerroris
approximately24.9meters.Sincelandmarksareindistinguishablei is dif cult todetermine
therobot's positionwhenthe circle is closedfor the rst time (herethe odometricerroris
larger than 14 meters). Only asthe robot proceedghroughknown territory canit useits
perceptuatluesto estimatevhereit is (andwas),in orderto build a consistentmap.

Figure6ashavs the maximumlikelihood mapalongwith the estimategathof therobot.
This mapis topologically correct,and albeit somebentsin the curvatureof the corridors
(to avoid those,one hasto makefurther assumptionsthe mapis indeedgood enoughfor
practicaluse. This resultdemonstratethe power of themethod.In a seriesof experiments
with this datasetyve consistentlyfound thatthe principle topologyof the ervironmentwas
alreadyknown aftertwo iterationsof the Baum-Weélch algorithm; afterapproximatelyfour
iterationsthelocationof thelandmarksvereconsistentlyknown with high certainty
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Figure 7. Evenin this simple case(small cycle, only minor odometricerror), our approachmprovesthe quality
of the map: (a) raw data, (b) occupancygrid map built from raw data, (c) correcteddata,and (4) the resulting
occupancygrid map.

The resultof the estimationroutine canbe usedto build more accurateoccupang grid
maps(Elfes, 1989; Moravec, 1988). Figure6b shavs an occupang grid mapconstructed
from sonarmeasurementg@ising a ring of 24 Polaroidsonarsensors)usingthe guessed
maximumlikelihood positionsasinputto the mappingsoftwaredescribedn (Thrun,1998).
In comparisonfFigure 5b showvs the samemapusingthe raw, uncorrectedlata. The map
constructedrom raw datais notusablégor navigation,whereashecorrectednapis sufcient
for ourcurrentnavigationsoftwarg(seg(Thrunetal., 1998)for adescriptiorof thenavigation
routines).

Figures? to 11 shav the mapat differentstagesof the datacollection. Figure7 shavs
resultsfor mappingthesmallcyclein theervironment.Heremostpublishednmethodshould
work well, sincethe odometricerroris considerablysmall. The quality of the occupang
grid mapbene tsfrom our approachasshaowvn in Figure7b&d. In particulay the corrected
occupang grid map (Figure 7d) shavs an obstacleon the right thatis missingin the map
constructedrom raw data). The importanceof revising pastlocation estimatedasedon
datacollectedlaterin time becomesnoreapparentvhenthe robot mapsthe seconccircle
in the ervironment. Herethe odometricerroris quite large (morethan14 meters).Figures
8-11 shaw consecutie resultsafter observingthe 15th, 16th, 17th, and 20th landmark,
respectrely. While theresultingmapis topologicallyincorrectin the rst two Figureswith
17 obsenationsor morethemapis topologicallycorrect.We conjectureghatary incremental
routinethatdoesnotrevisepastlocationestimatesvouldbeboundto fail in suchasituation.
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Figure 8. After observingthe 15th landmark,the most plausiblemapis topologically incorrect,dueto string
odometricerror. (a) Rawdata,(b) Map andestimatedrajectory (c) occupancygrid map. Theirregulardarkareas
in (b) indicatethatthe approachassignsigh probabilityto severallocationsfor thelaststep.

Figures12 and 13 shaw resultsobtainedin a differentpartof the building. In this run,
oneof thecorridorswasextremelypopulatedasthe “fuzziness”of the occupang grid map
suggestsThe oor materialin bothtestingervironmentsconsistef carpetandtiles, which
typically ampli es errorsin therobot'sodometry

After convegenceof the Baum-Welch algorithm, the  valuesdemonstratenicely the
connectiorof the currentapproachandMarkov localization. This is becauseéhe -values
globally localize the robot (with  in reverseorder): The nal value, , is uniformly
distributed,indicatingthatin theabsencef arny sensodatatherobot'slocationis unknawvn.
As decreasegnincreasingiumberof obsenationsandcontrolsareincorporatednto the
estimation. Figure 14 shovs an example,obtainedusingthe seconddataset.Herethe last
four -tables( 24 21 areshown, aftercorvergenceof the mapbuilding algorithm.
The nal value, 2*,whichisshavnontheleftin Figure14,is uniformly distributed. With
every stepin the computatiortheuncertaintyis reduced After threestepstheapproactas
alreadyuniquely determinedhe robot's positionwith high certainty(rightmostdiagram).
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Figure 9. After observingthe 16thlandmarkthe mostplausiblemapis topologicallystill incorrect.

The values,n contrasteffectively tracka robot's positionunderthe assumptiorthatthe
initial positionis known.

7. Application

Themappingalgorithmwassuccessfullemployedn apracticalproblem,involving thefast
acquisitionof amapfor amuseum.n thepast(Burgardetal., 1998;Fox, Burgard,& Thrun,
1997),we successfullydeployeda robotin the “DeutschesMuseumBonn; with the task
of engagingpeopleandproviding interactve guidedtoursthroughthe museum.During six
daysof operationthe robotentertaine&ndguidedmorethan2,000visitorsof the museum
andan additional600 “virtual” thatcommandedhe robotthroughthe Weh During those
tours,it traversedapproximatelyl8.5km atanaveragespeedf approximately36.6cm/sec.
Thereliability of therobotin reachingts destinatiorwas99.75%(averagecdver 2,400tour
goals).

Oneof thebottleneck®f thisinstallationwastherequirementor accuratenaps.Ournav-
igationsoftware(Thrunetal., 1998)requireshighly accuratemapsfor reliable navigation.
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Figure 10. After observinghe 17thlandmark,our approachnds atopologicallycorrectmap. Fromthis pointon,
themaximumlikelihood mapis alwaystopologicallycorrect.

In fact, the mapusedin this exhibition wasacquiredby hand,andit took usapproximately
aweekof (quitepainful) tape-measuringnterlearedwith datacollectionandtedioushand-
tuning of the map,to comeup with an accuratemap. Accuratemapswere of uttermost
importance sincethe robothadto be ableto navigateevenin extremelycrovdederviron-
ments(seeFigure15), while atthe sametime a large numberof obstaclesverepractically
“invisible” to therobot's sensorgsuchasglasscages).In fact, threeof the sezen collisions
that our robot encounterediuring the exhibition were causedy inaccuraciesn the map,
which we thanmanuallyimproved after the fact. With one exception,all othercollisions
were causedy hardwarefailures,or failureson our sideto replacethe robot's batteriesn
time.

Thecurrentapproacthasalreadybeenusefulin thiscontext. We arecurrentlyinstallinga
similartour-guidein the Carngie Museumof NaturalSciencen Pittshurgh, PA. Figure16
shavs araw datasetcollectedin the “DinosaurHall” of thatmuseum.The DinosaurHall
is signi cantly smallerthanour testingervironments. It is about45 meterslong, andthe
areashowvn in Figurel6ameasuresnly 60 by 60 meters.The datasetvascollectedin less
than15minutes:In about3 minuteswe markedninelocationson themuseuns oor using
tape,andin anadditionall1l minuteswe joy-stickedtherobotthroughthe museumpressing
a buttonwheneer it traversedone of the markers. We did not measurearything by hand
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Figure11. The mapobtainedafterobservinghe 20thlandmarkis topologicallycorrect.

(of course therelative locationof the markersto eachotheris estimatedy the algorithm;
it doesnot have to be measuredananually). The nal odometricerroris approximatel\25.1
metersandalmost90 degrees.

In approximately41l minutesof computation(on a busy PentiumPC), our approach
generatedhe map showvn in Figure 17. While this map is not perfect, it is sufcient
for navigation(oncewe draw in “invisible” obstacledy hand). Thus,ourapproachreduced
thetime to acquirea mapfrom approximatelya weekto anhouror so. Thisis importantto
ussincein the pastwe have frequentlyinstalledrobotsat varioussites,oftenat conferences,
wheretime pressurgrohibitsmodelingenzironmentsby hand. We conjecturethat similar
time savings can be achieved in installing robotsin otherindoor environments,suchas
hospitalgKing & Weiman,1990).

8. Suitability for collaborative multi-r obot mapping

Multi-robot collaborationis a topic that is currently gaining signi cant attentionin the
scienti c community(seee.g.,(Mataric, 1997;Parker 1996)). A sub-problenof multi-robot
collaborationis multi-robot mapacquisition(Lopez& Sierra,1997). In the mostgeneral
problemonewouldlike to placerobotsatarbitrarylocationsn anunknovnervironmentand
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Figure12. (a) A secondlatasef2,091controls,boxsize90 by 90 meters)and(b) occupancyrid map,constructed
from sonameasurements.

(@) (b)

Figure13. (a) Maximumlikelihoodmap,alongwith theestimategathof therobot,and(b) theresultingoccupancy
grid map.

Figure 14. Thelastfour -tables( 24 21) aftercorvergence.Herethe circle marksthe locationof the
robot,whichis beingestimated Seetext.



Figure15. Therobotictour-guidein action,in the“DeutschesvluseumBonn” To navigatingsafelythroughdense
crowdswhile avoiding collisionswith “invisible” obstaclegsuchasa metalplateshovn in thecenterof thisimage)
requiredaccuratamaps.

have therobotsbuild asingle,consistenmapthereof.In themostdif cult casetherelative
locationof therobotsto eachotheris unknavn. Thus,to build asinglemap,therobotshave
to determinegheir positionrelative to eachother i.e., thereis a global localizationproblem.

As noticedabore, our approachis a generalizatiorof Markov localization, which has
beendemonstratetb localizerobotsglobally (Burgardetal., 1996). To copewith multiple
robotswhoserelativelocationis unknonvn, ourbasicapproacthasto beextendedslightly. In
particular theinitial positionof the secondrobotrelative to the rst oneis unknavn. Thus,
theinitial belief 0 ,andhence 9, isinitializeduniformlyfor thesecondobot(andin
fact,every otherrobotbutthe rst). Asinthesingle-robotasetheinitial positionof the rst
robotis de nedas 0 0 0 ,and © is initialized usinga Dirac distribution (c.f., Equation
(14)). With this extension,ourapproachs t for collaboratve multi-robotmapacquisition.

To evaluate our approachempirically we collecteda seconddatasetin the Carngjie
Museumof NaturalScience. This dataseis shovn in Figure18a. Strictly speakingthis
datasetwas collectedwith the samerobot. However, thereis no differenceto a dataset
collectedwith a differentrobotof the sametype, sothattheresultsshoulddirectly transfer
overto themulti-robotcase.

Figure 18b shaws the resultingposition estimatesafter a singleiteration of the EM al-
gorithm, if the map generatedisingthe rst datasets usedas an initial map (shavn in
Figure17a). After a singleiteration,which requireslessthantwo minutesof computation
time, the robot hascorrectly determinedts positionrelative to the rst robot (with high
con dence),andtheresultingmapincorporate®bsenationsmadeby bothrobots. Figures
18c1-c5illustratethe ef ciency with which therobotlocalizesitself relative to the existing
map. Herethe rst alphavalues, ' 2 5, aredepicted,n the rst iterationof
EM. Initially, afterincorporatinga singleobsenation,the robotdoesnot yet know whereit
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Figure 16. Rawdatacollectedin the CarnegieMuseumof NaturalHistory of NaturalSciencein Pittshurgh, PA.
Theareain (a) measuresnly 60 by 60 metersandthetotal mapis only approximately45 meterdong.

@ (b)

Figure 17. The correctednapof the CarnegieMuseumof NaturalHistory of NaturalSciences goodenoughfor
therobotictour-guide.
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(c1) (c2) (c3) (c4) (c5)

Figure 18. A seconddatasets integratednto the rst, both collectedin the museum. The relative location of
the secondsetwith respecto the rst is unknavn. (a) Raw data,(b) resultafter a singleiteration (lessthan 2
minutescomputation)(c1)-(c5)Thealphavalues(in the rst iterationof theestimatioralgorithm)demonstrat¢éhe
localizationunderglobaluncertainty After only four iterations therobotknows with fairly high con dencewhere
it is.

is, but it assignsigh likelihoodto positionsthatwerepreviously markedin themap. After
only four steps,the robot knows whereit is, asindicatedby the unimodaldistribution in
Figure18c4. Not shawvn in Figure18 arethecorresponding -values.After computingand
incorporatinghose the robotknowswith high certaintywhereit wasfor ary pointin time.

The availability of an initial map greatlyimprovesthe computationakfciency of the
approachOur approachequiredl minuteand57 seconddor estimatinghelocationof the
robotwhenthe previously acquirednapwasused or a datasethattook 12 minutesand19
secondgo collect. Thus,oncea mapis known, our approachappeargo be fastenoughto
localizeandtrackrobotsasthey move.

9. Relatedwork

Over the last decade therehasbeena urry of work on map building for mobile robots
(seee.g.,(Chatila& Laumond,1985; Leonard,Durrant-Whyte,& Cox, 1992; Rencken,
1993; Thrun, 1998)). As noticedby Lu andMilios (Lu & Milios, 1997),the dominating
paradigmin the eld isincremental:Robotlocationsareestimatedsthey occur;themajority
of approache$acksthe ability to usesensordatafor revising pastlocationestimates.A

detailedsuney of recentliteratureon map building canbe foundin (Thrun, 1998). The
approachproposedhere,however, is alsoincrementalandthereforeincapableof dealing
with situationssuchasthe onesdescribedn this paper



Recentlyseveralgroupshave proposealgorithmghatreviseestimateackwardsn time.
Koenigand Simmonsinvestigatedhe problemunderthe assumptiorthat a topologically
correctsketchof the ervironmentis available, which simpli es the problem someavhat
(Koenig& Simmons,1996). They proposeda probabilisticframevork similar to the one
describedhere, which also employsthe Baum-Welch algorithmfor estimation. Shatkay
and Kaelbling (Shatkay& Kaelbling, 1997a)generalizedhis approachfor mappingin
the absenceof prior information. Their approachconsultslocal geometricinformation
to disambiguatalifferentlocations. Both approachesliffer from oursin that they build
topologicalmaps.They donotexplicitly estimateglobalgeometridnformation(i.e., - -
positions). As acknavledgedin (Shatkay& Kaelbling, 1997a),the latterapproacHails to
takethe cumulatize natureof rotationalodometricerrorinto account.It alsoviolatesabasic
“additivity property” of geometry(see(Shatkay& Kaelbling,1997a)).Evenin theabsence
of odometricerror, it is unclearto usif the approachwill alwaysproducethe correctmap.
Ooreandcolleaguesppliedan EM-basedalgorithmto arelatedproblem,in which a robot
learnedo associatsensotinputwith poseqOoreetal., 1997)(seealso(Thrun,in press)).

Lu and Milios (Lu & Milios, 1997) have proposeda methodthat matchedaserscans
into partially built maps,using Kalman lters for positioning. Togetherwith Gutmann
(Gutmann,1996),they have demonstratetheappropriateness thisalgorithmfor mapping
ervironmentswith cycles. Their approachis incapableof representingambiguitiesand
multi-modaldensitiesIt canonly compensatalimited amountof odometricerrorin - - -
spacedueto therequiremenbf a “suf cient overlapbetweerscans”(Lu & Milios, 1997).
In all casesstudiedin (Gutmann,1996; Lu & Milios, 1997),the odometricerror wasan
orderof magnitudesmallerthanthe onereportedhere. In addition,the approachs largely
speci ¢ to robotsequippedwith laserrange nders. It is unclearto usif the approactcan
copewith lessaccuratesensorsuchassonars.

Tothebestof ourknowledge thetopicof collaboratvemulti-robotmappinghaspreviously
only beenstudiedby Lopezandcolleagueglopez& Sierra, 1997).Like ours,theirapproach
modelstheuncertaintyof a robot'slocationexplicitly, andit alsotakesthis uncertaintyinto
accountwhenbuilding maps.However, their approachacksa methodfor localization. As
the uncertaintygrows larger than a prespeci edthreshold mappingis simply terminated,
therebyimposingtight, intrinsic boundson the size of ervironmentsthat canbe mapped.
Dueto thelack of a localizationcomponentyobotscannotlocalizethemselesin another
robot'smap.

Theapproactproposedn thispapemlsorelatedo workin the eld of Markov localization,
which requiresa mapto be given. Recently Markov localizationhasbeenemployedby
variousgroupswith remarkablesucces¢Burgardetal., 1996;Kaelblingetal., 1996;Koenig
& Simmons1996;Nourbakhstetal., 1995; Simmons& Koenig,1995;Thrunetal., 1998;
Thrun, in press). In our own work, Markov localization playeda key role in a recent
installationin the DeutschesMuseumBonn, whereone of our robotsprovided interactive
toursto visitors. In morethan18.5kmof autonomousobotnavigationin adenselycrovded
ervironment (top speed80 cm/sec,averagespeed36 cm/sec),Markov localizationwas
absolutelyessentiaffor the robot's safety and succesgFox et al., 1997). The method
proposederedirectly extendsthis approachn futureinstallationsof thetour-guiderobot,
mapsdo not have to be craftedmanuallybut cannow be generatedy joy-stickinga robot
throughits environment. This will reducethe installationtime from several daysto only a
few hours.



10. Discussion

Thispaperproposedprobabilisticapproacho building large-scalenapsof indoorerviron-
mentswith mobilerobots. It phrasedhe problemof mapbuilding asa maximumlikelihood
estimationproblem, where robot motion and perceptionimpose probabilisticconstraints
on the map. It thendevised an ef cient algorithm for maximumlikelihood estimation.
Simpli ed speakingthis algorithmalternatedocalizationandmapping therebyimproving
estimatef both the mapandthe robot's locations. Experimentakesultsin large, cyclic
ervironmentsdemonstrat¢éhe appropriatenessndrobustnes®f theapproach.

Thebasicapproacttanbe extendedn severalinterestingdirections.

The currentapproachs “passie”, i.e., it doesnot restrictin ary way how the robotis
controlled. Thus,theapproacktanbe combinedwith oneof the known sensotbasedxplo-
rationtechnigues We have alreadyintegratedthe approactwith our previously developed
algorithmfor greedyoccupang-grid-basedxplorationdescribedn (Thrun,1993;Buhmann
etal.,1995)(seealso(Yamauchi& Beer 1996));however, nosystematicesultsareavailable
at this point in time. Anotherpossibility, which hasnot yet beenimplementedwould be
to combinethe currentapproachwith Chosets sensotbasedcovering algorithm (Choset,
1996).

Our currentimplementatioralsorelies on humansto identify landmarks. While this is
reasonablevhenmappingan ernvironmentcollaboratively with a humaniit is impracticalif
therobotis to operateautonomously Thelack of alandmark-recognizingoutineis purely
a limitation of our currentimplementationnot of the generalalgorithm. Recentresearch
on landmark-baseahavigation has produceda large numberof methodsfor recognizing
speci ¢ landmarkqsee e.g.,(Borensteiretal., 1996)). In particular Chosets sensothased
covering algorithm (Choset,1996) automaticallydetectsand navigatesto so-calledmeet-
points Meet-pointscorrespondo intersectionscorners,anddead-endgseealso(Kuipers
& Byun, 1991)). We conjecturethat a combinedalgorithm,using Chosets approachfor
explorationandmeet-pointietectiorandour apgroachfor mappingwouldyield analgaithm
for fully autonomougxplorationandmapping.

Oneinterestingextensionwould beto applytheproposednethodto othertypesrepresen-
tations,with differentsensomodels. The perceptuamodelusedhere,which is basedon
landmarksjs just one choiceout of mary possiblechoices. A differentchoicewould be
the probabilisticsensomodeldescribedn (Burgard,Fox, & Hennig,1997;Burgardet al.,
1996),which speci cally appliesto proximity sensorssuchassonaror laserrange nders.
Theinversesensomodel(alsocalledsensoiinterpretation)which is employedn the map
building step(M-step),canbe realizedby the approachdescribedn (Thrun,1998),where
neuralnetworksare usedto extract occupang grid mapsfrom sensordata. As a result,
proximity sensoreadingsvouldbedirectlyincorporatedn thepositionestimationthereby
obliviating the needfor landmarks. The extensionof the currentapproactto othersensor
modelsis subjectto futurework.

Acknowledgment

This researchbene ted from discussionavith Howie Choset,Keiji Nagatani,and Hagit
Shatkaywhich is gratefully acknavledged. The authorsspeci cally thank Hagit Shatkay



for insightfulcomment®n anearlierversionof this paper They alsothankHenryHexmoor
and Maja Mataric for putting this issuetogetherin an impressvely shorttime, and both
editorsand three anorymousreviewers for suggestionshat improved the quality of this
manuscript.

The rst authoris sponsoredh partby DaimlerBenzResearclfvia FriederLohnert)and
theDefenseAdvancedResearclProjectsAgeny (DARPA) via theAirforce Missile System
CommandundercontractnumberF04701-97-C-0022.The other authorsare sponsored
in partby the EuropeanCommunity EC ContractNo ERBFMRX-CT96-0049underthe
TMR Programme. The views and conclusionscontainedin this documentare those of
the authorsand should not be interpretedas necessarilyrepresentingpf cial policies or
endorsementgitherexpressedr implied, of DaimlerBenzResearchthe Airforce Missile
SystemCommandthe United Statessovernmentpr the EuropearCommunity

Notes

1. The density function of a triangular distribution centeredon and with width is given by
max 0 2
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