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ABSTRACT. This paper presents an algorithm for totally ordered
multicast which preserves Quality of Service (QoS) guarantees.
The paper assumes a QoS reservation model in which the network
allows for reservation of variable bandwidth, specified by the av-
erage transmission rate and the maximum burst. As long as the
application sends at the reserved rate, the network guarantees to
deliver messages with bounded delays. For this model, the pa-
per presents a totally ordered multicast algorithm that preserves
the bandwidth and latency reserved by the application within
certain additive constants that do not depend on the number of
processes participating. This is an improvement over previous
work, which gave latency bounds proportional to the number of
processes. Furthermore, the presented algorithm allows for dy-
namic joining and leaving of processes while still preserving the
QoS guarantees.
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1. INTRODUCTION

Totally ordered multicast allows multiple processes to send messages,
so that all the processes deli er messages in the same order. otall
ordered multicast is a use ul paradigm or applications that replicate
state using the state machine approach am , ch . wuchwor has

een dedicated to totall ordered multicast algorithms e.g., am |,

, .
n the past ew ears, we ha e witnessed new applications that re uire
wality o ser ice o guarantees rom the networ e.g., C
ome need strict guaranteeson a aila le andwidth, others need a ound
on the latenc a pac et can su er when transmitted o er the networ .
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networ s allow applications to reser € 0 parameters
such as ounded latenc , guaranteed andwidth and ounded loss rate.
he T te rated er ices wor ing group is concerned with adding
similar o support to the nternet. he o parameters that the new
ser ices will support include, among others, ounded latenc , guaran
teed andwidth reser ation and ounds on message loss see
here are se eral applications that replicate some state with a certaln
degree o consistenc and et also re uire predicta le message dela s.
uch applications can ene t rom totall ordered multicast, as long as
the introduction o total order does not introduce e cessi e dela s. n
e ample o such an application is a militar command and control ap
plication, where se eral geographicall distri uted parties concurrentl
update the attle eld state. he shared state re ects in ormation such
as the current location o orces, the ammunition suppl , intelligence in
ormation a out the enem wherea outs, strategic plans, etc. or such
an application, timel updates are crucial. n addition, the in ol ed par
ties need to o ser e a consistent state, or e ample, to agree upon the
strategic plans. ther e ample applications include oint editing o a
shared white oard ¢ , a shared te t editor , and multi user
online strateg games , ten .
pplications such as those descri ed a o e seldom e ploit totall or
dered multicast. his is ecause achie ing total order re uires dela ing
messages until agreement upon their order is reached, and man elie e
that this dela is too large. n this paper we show that totall ordered
multicast can e achie ed with guaranteed ounded dela s. e present
the rst as araswe now totall ordered multicast algorithm which
achie es dela s that are ot proportional to the num er o processes
participating in the multicast.
peci call |, we consider a networ that pro ides o guarantees, and
uild on top o it a totall ordered multicast ser ice which preser es the
andwidth and latenc reser ed  the application within some additi e
constants. e consider an under]l ing networ with a reser ation ser ice

or aria le it ate , which allows or some urst
transmission. e assume that while messages are sent at the reser ed
rate, the arri e within a ounded latenc . e urther assume that the

networ can pro ide a ounded loss rate.
ur algorithm tolerates process ailures and reco eries. t allows or
d namic oining and lea ing o processes ile still reser i te o



uwara tees. his is in contrast to totall ordered group communication
algorithms e.g., , , which t picall loc mes
sage deli er at re con guration times, and thus induce a large latenc .

1.1. T A otall
ordered multicast guarantees that i two correct processes deli er the
same two messages, then the deli er these messages in the same order.

he ormal de nition appears in ection . nli e tomic road
cast , totall ordered multicast does not guarantee that correct
processes deli er the same messages i a ault process sends a message,
the message ma e deli ered one correct process and not  another.

n we show that i processes can ail, an algorithm im
plementing tomic roadcast can guarantee, at est, a latenc  ound
which is proportional to the num er o ailures it can tolerate. n this
paper, on the other hand, we present an algorithm or totall ordered
multicast, which pro ides constant latenc ounds. hese ounds do
not depend on the num er o ailures or on the num er o participating
processes in an wa .

e elie e a totall ordered multicast ser ice to e use ul or appli
cations that re uire real time updates o a shared state. onsider, or
e ample, the militar application descri ed a o e, where it is impor
tant or users to o ser e state changes in a timel manner. t is also
desira le that all participants o ser e the state consistentl . owe er,
consistenc cannot e achie ed at the cost o compromising timeliness.

sing our totall ordered multicast ser ice, updates are alwa s timel ,
and are also consistent while no ailures occur. urthermore, i there is
a point a ter which no ailures occur, then a ter this point updates are
alwa s consistent, i.e., the same messages are deli ered to all processes.

hen a process ails, the totall ordered multicast ser ice can deli er an
update that was initiated  the ault process to one correct process and
not to another. his can cause the state o two correct processesto di er.
uch inconsistencies can e detected and reconciled, or e ample, using
the algorithms o , , which implement tomic roadcast
atop group communication s stems pro iding totall ordered multicast.
e eral group communication s stems pro ide totall ordered multi
cast most do not address o issues. he onl e ception that we are
aware o is . assumes a stronger ailure
model than we do in this paper, and does not wor with our ailure



model. urthermore, achie es a latenc  ound which is li ear
in the num er o processes, and not constant as we do c¢. ection

oD

e assume a static uni erse 0  processes, with distinct identi ers in
1 . rocesses communicate e changing multicast messages

within a multicast Tou . rocesses can oluntaril oin and lea e the
multicast group at an time. rocesses can ail crashing and ma
later reco er. e do not consider antine malicious ailures.

rocesses use an underl ing networ communication ser ice which al
lows or o reser ation. peci call , the networ allows or reser ation
o aria le andwidth, speci ed the a erage transmission rate and
the ma imum wurst. s long as messages are sent at the reser ed rate,
the networ guarantees to deli er messages with a ounded dela .

e present an algorithm that guarantees total ordering o messages
and also preser es o . he algorithm is implemented  a Totally r
dered wlticast T  la er that resides etween the application and the
underl ing networ , as depicted in igure 1.

join(r); RN(r) ;  leave) . Application meast(m),
join-OK() ; net-reserve(r) , net-leave),  TO net-meast(m). 0V (M
|
Networ k net-receive(m) j
I UR he ser ice inter ace.
n ection we speci the semantics o the la er. n ection
we speci our assumptions a out the underl ing networ . e assume

that processes are e uipped with cloc s, which are s nchroni ed within
a constant. e ela orate on this assumption in ection

For simplicity, we assume that a single multicast group exists.




oT RD R D U TIC T R IC CI IC TION

e now speci the totall ordered multicast ser ice. his ser ice is
composed o the la er and the underl ing networ c¢. igurel .
n this section we use the term rocess to re er to an application process
running at a certain location. rocesses use the ser ice to send messages
o a ounded si e to the multicast group the ser ice deli ers messages
to all the processes in the same order.
pon oining the multicast group, a process reser es the andwidth
re uired or its communication, that is, the process as s the ser ice
to allocate a certain andwidth. a process su se uentl wishes to
change its reser ed andwidth, it re e otiates its reser ation parameters
according to its new transmission rate.
ur ser ice wor s within the ramewor o the reser ation model
, which allows applications to send urst tra c. n this model,
processes reser e an a erage transmission rate as well as a ma imum
urst si e. picall , the application declares its transmission rate in
tes per second. or simplicit , we assume that the rate is declared in
units o messages per second. ince message si eis ounded, these rates
correspond closel .
essage sending is di ided into time slots 0 a ed length,
is the same or all the processes and is ed throughout the e ecution.
n addition, there e ists a constant  which is the num er o slots o er
which the a erage is computed. he rate is declared as two parameters

1. the a erage message rate per time. his means
that is the ma imum num er o messages that
ma e sent during time.

the ma imum num er o messages that ma e
sent during  time.

he application inter ace o the ser ice is as ollows

is used process to oin the multicast group and to
reser ¢ 0 . he structure has two elds and
, as e plained a o e. his action is called initiall ,
to esta lish the transmission rate e ore an messages are sent.
reports to process that its latest oin operation was
success ul, and can now start sending messages.
isused  process to lea e the multicast group.



isused  process to re e otiate the o reser ed rom

the networ . he structure o  is as in the action.
is used process to multicast message  to the
multicast group. e assume that messages are uni ue, that is,
the same message is not sent more than once. n addition, the
messages are o a ounded si e.
is used to deli er to process a multicast message

that was pre iousl multicast  process

e sa that a message is sent a process when
occurs, and that deli ers  when the totall ordered multicast ser ice
at process per orms the action.
D a rocess issues at least 0 e oin ¢ a e ecutio a d
its latest oin is ollo ed y a oin ut ot y alea e or a ailure
t e te rocessiscorrect romt e o1 to its oin o ard

e assume that a process does not send messages until it oins the
group and recei es a oi , and does not send messages a ter lea ing
the group or reco ering rom a ailure without re oining. urthermore,
we assume that the application ne er e ceeds the reser ed sending rate.

hen composed with an application that satis es the assumptions
a o e, the ser ice satis es the ollowing propert

D Totally rdered wulticast

otal rder rocesses a d ot deli ert e same t o mes
saes ad t ey deli er t ese messa es i t e same order
ntegrit messa e is o ly deli ered i it as re iously se t
a dis ot deli ered to t e same rocess moret a o ce

i eness t ere is some oi ti t eeeculio ater ic t o
rocesses a d are correct t e e ery messa et at se ds a ter
t is oi tis e e tually deli ered y

n addition to meeting the speci cation a o e, the algorithm is re

uired to deli er messages within a ounded latenc , . his
is the supremum o er all e ecutions, all messages and all processes
o the time since the action is per ormed in some e ecution

until  is deli ered  all processes that deli er it.

he latenc  ound supplements our i eness propert . he i eness
de nition re uires processes that remain in the group inde nitel rom
some point onward to e entuall deli er each other s messages. he



latenc  ound re uires processes that do deli er a message to deli er it
within a certain time ound. ince the algorithm cannot now which
processes will remain li e ore er, it has to attempt to deli er messages
within this time ound to all processes that are correct during this time.

UND R IN N T OR

e now descri e our assumptions a out the underl ing networ . n
this section, we use the term rocess to re er to an instance o the
la er running at a certain location.

he networ preser esthe I O order on messages sent etween e er
pair o processes . he networ does not duplicate, corrupt, or sponta
neousl generate messages. n addition, we assume that the underl ing
networ can guarantee a ounded loss rate c. ection .1 elow .

n this paper we are onl interested in stud ing cases in which o
reser ation and renegotiation are success ul.  hus, or simplicit , we
assume that all reser ation re uests made  a process are accepted
the networ . picall , o reser ation and renegotiation ta e some
time or the networ to process. owe er, this time does not a ect the
message latenc and or the sa e o the anal sis in this paper it is sa e
to ignore it.  here ore, or simplicit , we assume that once a reser a
tion re uest is made, the andwidth that was re uested is immediatel
a aila le to the reser ing process.

e assume that the networ supports the reser ation model.
he networ inter ace consists o the ollowing t pes o actions

isused process to oin the multicast group and
toreser e o rom the networ . he structure has two elds
and . hese are dual to the respecti e
application o parametersdescri ed in the pre ious section. his
action is called initiall , to esta lish the transmission rate e ore
an messages are sent. he action can e su se uentl called to
re e otiate the o reser ed rom the networ .
isused  process to lea e the multicast group.
and areused  process to mul
ticast and recei e messages rom the networ .

Although messages sent over the Internet can rarely arrive out of order, this
is easy to fix using se uence numbers.



D rocess is co sidered a mem er o t e Tou rTOomt e
oi tit oi st e rou usi o ard i it does ot
su se ue tlylea et e rou or ail

hile the application sends at the reser ed rate, we assume that the
networ guarantees a ma imum message latenc  , and a ounded loss
rate. hat is, the o reser ation ser ice is used to reser e this latenc
and loss rate. hese parameters are the same or all processes unli e
the transmission rate which is uni ue to each process . or simplicit , we
assume that the same latenc and loss rate are success ull reser ed
all processes. hus, an message sent rom some process using the
action will reach e er process iathe
action in at most  time. n the ne t section we e plain the nature o
the loss rate parameter and how its eing used.

1 M n the literature, se eral di erent wa s to e press
a o parameter ounding the loss rate were suggested. e consider
the ollowing de nition when discussing our loss rate parameters

urst loss se siti ity ar  de nes the ma imum num er o mes
sages that can e lost in a gi en inter al. he application speci es a
loss i ter al, , in terms 0 a num er o consecuti e messages
rom the same sender. he application then speci es a ound, , on the
num er o messages sent in the same inter al that the networ can lose .
ormall

D urst loss se siti ity o out o uara tees t at i
t ereissome oi ti t ee ecutio ater ic t o rocesses a d are
rou mem ers t e ore ery co secuti e messa es t at se ds

atertis oi t recei es at least

oC NC RONI TION ND C DU IN

e assume each process has an internal cloc denoted . e
assume that the di erence etween and the real time is ounded.
e denote the real time that has passed rom the eginning o
the e ecution thus, each e ecution starts with . e assume

that there e ists a constant such that the ma imum di erence etween

Burst loss sensitivity enumerates the maximum number of messages of T
(maximum transmission unit) si e or smaller that may be lost. e assume that
messages are small enough to benefit from this guarantee.

The real time is used as an abstraction for the latency analysis.



and is at most or each process

his implies that the ma imum di erence etween two processes in

ternal cloc sis at most . he assumption that cloc s are s nchroni ed
within a ound is er reasona le. or e ample, the et or Time
rotocol T il can s nchroni e cloc s to within one to t

milliseconds on most networ en ironments toda . he s nchroni ation
le el depends on the networ technolog , and on the distances etween
the s nchroni ing processes.

n addition to cloc s nchroni ation, we ma e the assumption that
each process can precisel schedule e ents according to its local cloc .

oT RD R D UTIC T ORIT

e now present our totall ordered multicast algorithm. he algo
rithm is symmetric, in the sense that all the participating processes pla
identical roles in the algorithm. he algorithm is composed o two la
ers a or ard error correctio la er which o ercomes message
loss, and an rdering la er, as depicted in igure

join(r) i RN(r) i Ieaveq mecast(m).

T

o ‘ ' ' ‘ ¢ FEC-send(m) .
Jom—OK()I defiver(m) i l FEC-receive(m,s) i
ORDERING FEC-end-dot() i FEJc
net—reser‘ve(r) i net—l‘e:ave()i net—mca‘lst(m)i T

N S —— E— —

net—receive(m} )

I UR he ser ice decomposition.
he algorithm di ides the time into slots o length .  rocesses
use slots or sending and deli ering messages.  essages are sent and
deli ered ia the la er, using the and
actions. he algorithm ensures that an application message , and all
the redundant in ormation associated with | are sent using

in the same slot as  was the application. o this



end, the la er needs to e in ormed when a slot ends. his is done
using the action.

he la er is descri ed in ection .1. n ection ., we de
scri e how the rdering algorithm wor s while the networ situation is
static that is, while there are no process ailures, and processes do not
d namicall oin and lea e the multicast group . n ection ., wee
plain how the algorithm deals with process ailures and d namic oining
and lea ing. n the ppendi , we present pseudo code or the complete

rdering algorithm as a timed automaton.

1. E C is a common techni uetoo er
come ounded message loss sending redundant messages. e use
to eliminate loss among correct processes and

actions are e ecuted  the la er, and all lost mes
sages are reco ered  this la er.
ssuming urst loss sensiti it o out o , the la er con
structs redundant messages per each messages sent using
the rderingla er . ereertosuchaseto original messages plus
redundant messages as a loc . he original messages can e
reconstructed rom a y messages o the loc . techni ues
or creating such redundant messages are well studied in the literature
e.g., in , and we do not discuss them here.
he la er organi es messages according to slots. he rdering
la er uses the action to in orm the la er when a slot
ends. he la er uses this action to eep trac o which slot it is
in.  he slot num er is attached to each message.  hen a slot ends,
the la er sends redundant messages or the remaining messages
in the terminating slot. hus, the last loc o aslot ma contain
less than messages, in case the num er o messages sent in the slot
is not a multiple o
n the recei ing end, the la er deli ers messages ia
, where is s sending slot num er. noti es the
rdering la er when all the messages rom a certain sender or a slot
ha e eenrecei ed deli ering a special  message.

e now e plain the la er operation. hen
occurs, the la er holds on to message .  hen the la er
has 1 messages, it constructs a new loc with the rst

plus redundant messages. t tags each message in the loc with its
slot num er, its num er in the loc  rom one to , and with the



num er o messages in the loc in this case . he latter
two num ers are used to reconstruct the messages at the recei ing end.
t then multicasts all messages.
hen occurs, the la er constructs a loc
with redundant messages or the remainder o the original messages
or this slot. t tags the messages with a special it. o1i the
has unsent messages or slot when slot ended , it will now
send messages. he num er o messages in the loc , ,
is included in each message header.
rocessing on the recei ing end is done in loc s. original
messages 0 a loc arri e without gaps, the messages are immedi
atel deli ered. there are gaps, that is, i a message is lost, then the
la er waits to recei e enough messages rom this loc rom a loc
o messages, and then reconstructs the missing messages.  the
la er recei es more messages rom this loc it discards them. the
time the entire loc arri es, all the messages can e reconstructed
and deli ered. essages are deli ered to the rderingla er using
along with their sending slot num er, which was included in the
message header.
he la er at process nows that it processed the last loc
rom sender or slot i it deli ers messages that ha e an it.
ter processing this last loc , it deli ers a special = message to the
rdering la er using .
the application does not send an message in slot , the la er
generates a dumm message and redundant messages or it. pon
receipt, the dumm message is discarded, and a  message is deli ered.

.. T O A S C e now e plain how
the rdering algorithm wor s while the networ situation is static. ~pon
initiating the algorithm, the application speci es its transmission rate in
the action. he rdering algorithm, in turn, reser es the re uired
rate rom the networ . e later discuss the rate that needs to e al
located, as a unction o the application s actual transmission rate and
the message loss rate.

ending and recei ing o messages is done through the la er.
hen a slot ends that is, time has passed rom the time it started
the rdering la er noti es the la er.

n each slot, the algorithm deli ers messages according to the process
indices, i.e., it deli ers all the messages or this slot sent process 1,



then all the messages sent etc.  process is currentl deli ering

messages or slot rom process , will mo e to deli er the messages
rom 1 mod ater it recei es a message rom
the la er.

e now discuss the correctness, and the o guarantees o our algo
rithm when no processes ail, oin or lea e.
C n order to pro e correctness, we ha e to show that
e nition holds. ntegrit is tri iall satis ed rom our assumptions
on the networ . ince we ha e a guarantee or a ounded loss rate rom
the networ , and we use the la er, all processes will e a le to
reconstruct all the original messages sent or each slot  other processes.
otal rder and i enesshold since ore er slot , all processes deli er
all the messages sent or in the same order. his is guaranteed  the
act that will not mo e on to deli er messages rom 1 or slot
e ore it recei ed anoti cation rom the la er that it had deli ered
the last message rom orslot . ince the last loc or each slot
which is alwa s sent when the la er per orms the
action carries with it the ag, the la er at will now when
to noti  the la er that it ha e recei ed all the messages sent
or slot , and thus the total ordering is guaranteed.
L he ma imum dela caused  this algorithm is
his is due to the act that we deli er all
messages sent each process or slot at the same time. hus, a
message sent  the application at process at the eginning o ma
e deli ered a ter messages sent the application at at the end o
see igure

i starts's
j startss j finishess
<oemenees e All the processes receive
r (C] j’slast mesage for s
A
A+O+T
I UR a imum dela o the algorithm, with

no ailures.



R he messages this algorithm adds o er the messages sent

the application are the redundant messages added  the la er. n
addition, in case no messages are sent in a slot, a dumm message is
added the la er. he latter e ects the a erage rate, ut not

the ma imum rate. hus, upper ounds on the a erage and ma imum
rates used  our algorithm are

1 1
1
. P L n this section we e plain
how our algorithm handles process ailures, oins, and lea es.
P ecall that our de nition o totall ordered multi

cast does not re uire correct processes to agree upon messages deli ered
ault ones. here ore, the algorithm can deli er messages at each
process without chec ing i other processes recei ed these messages as
well. n order to a oid waiting or messages rom ault processes, we
implement an internal ailure detector at each process.
ccording to the networ guarantees,i a process sends a message all
other processes recei e it in at most  time. here ore, i a process
waits more than time rom the time it nished slot or a message
rom process or this slot, then nows that has ailed. nce process
detects that process ailed, it stops waiting or messages rom , and
deli ers the rest o the messages sent  other processes or slot . rom
slot ~ 1until isadded again as we descri e elow , doesnot deli er
messages rom
D L or a oining process we allow an
1 ttiali atio time during which does not ha e to deli er all messages
it recei es it is not considered correct or the sa e o the de nition in
ection , and cannot send messages. t the end o this initiali ation
period, a noti es that it ma start sending.
hen a process wants to oin the algorithm, it needs to now in
which slot the rest o the processes are. o this end, chec s its own
cloc , and computes the slot the e ecution has reached. ince each

e ecution starts with , can now the slot it is in setting
to . n order to oin, sends a message to all
processes where is the slot in which should e added. hene er

a process recei es a oin message it immediatel processes it, and
records that should e added at slot . ince this message arri es at



all processes at most  time a ter it is sent, and since the di erence
etween s cloc and all other processes internal cloc s is at most
can now that all the processes will recei e the message e ore the start

slot 1. hus, sends to all
processes, and starts sending and deli ering messages rom slot
uring slot , assumes all processes to e correct, that is, tries

to deli er messages rom them unless it detects a ailure  time out as
e plained a o e.
hen a process recei es s message, it adds to its
list o acti e processes upon starting to deli er messages or slot
rom onward or until is detected as ailed again , waits or
messages rom in e er slot.
ince all the acti e processes start slot ater wa es up,
will recei e all the messages sent or slot . urthermore, all the
processes will recei e s message e ore the start thisslot. rocess
onl oins the algorithm that is, starts deli ering messages to the
application at slot , and it discards all messages it recei es or
earlier slots. ote that is added to the algorithm at the same slot
all the processes including itsel . rocess starts this
slot at the latest time a ter it wa es up.
he application lea es the algorithm using the action.  hen
is per ormed, the rdering la er at process noti es all other
processes sending a message. t then waits to the end o
this sending slot, per orms the action, and e its the algorithm.
hisma es sure that the lea e messageissent the la er. pon
receipt, a lea e message is stored in the message ueue. hen it is
time or process to deli er a message rom process , and the ne t
message rom in the ueue is a lea e , process stops waiting or
messages rom it continues to deli er messages sent  other processes
and does not deli er messages rom until is added again.

C ntegrit ollows directl rom the correctness proo
in the pre ious section. e now show that otal rder is guaranteed
ailures can cause messages deli ered one process not to e deli
ered  another process, when the sending process has ailed. owe er,

the order o message deli er slot, and in each slot according to
processes indices remains the same and the deli er order or messages
that are deli ered is preser ed. hen a process  oins, all processes

recei e s oin message with s oin slot e ore the egin to deli er



an application messages rom . sargueda o e, this message reaches

all processes e ore s oins slot, and all processes add in this slot.
€ Nnow pro e i eness. two processes and are correct rom
some point onward, then the are also oth mem ers o the group rom
this point onward. here ore,  the guarantees o the networ and the
la er, e er message that is sent a ter this point is recei ed
a process is correct in slot , and sends a message in this
slot, then e er other correct process recei es s oin message e ore
urthermore, since is correct, does not time out on in slot as

e plained a 0 e. hereore, deli ers

L n this algorithm, a process waits at most time
ater a slot ends eore times out on ault processes and deli ers
all the recei ed messages or the slot. hus, deli ers all the messages

or a slot at most time a ter it starts slot . urthermore,
starts at most time a ter e er other process starts slot see
igure .  hereore, will deli er all messages sent or at most

time rom the time it was sent the
application in , and

i startss

jstartss  k fails j finishess o
j delivers all messages
for s

j iswaiting for a
message from k

A+O+2I

I UR a imal dela caused when process ailures
are tolerated.

R he transmission rate is not a ected the added support
or ault tolerance. oth and remain the
same as in the pre ious section, since no new messages are added to the
algorithm presented in this section with the e ceptiono oin messages.

e do not ta e the cost o initiali ation and renegotiation into account
when anal ing the cost o the normal operation o the algorithm.



T D OR

he onl pre ious wor that we are aware o addressing o guaran
tees o totall ordered multicast primiti es is . he
ailure model assumed in is wea er than the one we assume.
here, it is assumed that i a process ails, and a correct process

recei es, rom the networ , some message sent e ore its ailure,
then e er other correct process will recei e  as well. n contrast, we
allow the networ to deli er a message rom a ault process to some cor
rect process and not to another. n the ailure model o , our
algorithm, as is, sol es tomic roadcast. he latenc ound achie ed
is li ear in the num er o processes, and not constant as

we do here.

ONC U ION ND UTUR OR

his paper sets the ramewor oranal ing o guaranteeso multi
cast primiti es. peci call , we ha e presented an algorithm or totall
ordered multicast that does not iolate o guarantees. e considered
the aria le it rate model, where processes can send urst tra c. e
ha e shown that our totall ordered multicast algorithm preser es the
latenc o the underl ing networ within a constant, and this latenc
does not depend on the num er o processes or the num er o ailures.
otall ordered multicast is a wea er ser ice than tomic roadcast.
ith totall ordered multicast, it is possi le or one correct process to
deli er a message rom a ault process while another correct process
does not deli er this message. n we show that i processes
can ail, an algorithm implementing tomic roadcast can guarantee, at
est, a latenc  ound which is proportional to the num er o ailures it
can tolerate. hus, there is a tradeo  etween the consistenc o tomic
roadcast and the timeliness o totall ordered multicast.
nderstanding o this tradeo ma suggest a certain design or appli
cations, li e militar command and control, that need to present updates
in a timel manner e en i the are not entirel consistent, as long as
the later con erge to a consistent state. uch applications ma e ploit
algorithms such as the one suggested here or ast updates, and in the
ac ground implement tomic roadcast order so that the data will
e entuall e consistent.
his paper is a rst step in the wa o pro iding a mathematical
approach to understanding the costs o di erent ser ices in di erent



networ models. uch understanding is ital or e cient design o dis
tri uted applications. uture wor will consider o preser ing tomic
roadcast. lthough constant ounds cannot e achie ed or this pro
lem, it is interesting to stud the ounds that can e achie ed. uture
wor will also consider richer networ models, ma ing the suggested al
gorithms more suita le or large scale distri uted applications on the
nternet, such as colla orati e te t editing. n interesting issue to con
sider is tolerating networ partitions and reconnects we discuss this
issue in the ull paper.
ther interesting uture wor can consider di erent o parameters.

or e ample, instead o anal inga ed latenc ound one ma want
to consider the a erage latenc and the ma imum itter that is, the
ariation o thelatenc . andomi ed algorithmsma ea letopro ide
such o guarantees most e ecti el .
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I D UTO TONI NTIN T RD RIN
ORIT

e now present a timed automaton implementing the rdering

algorithm, or each process running the algorithm. igure presents
the signature and state aria les o the automaton. igures and
present the transitions.



S

Input
(), astructure with two integer fields
(), astructure with two integer fields
0
(G
- ( ) ) )
Output
-0
- - 0
- ()
()
- () astructure with two integer fields
-0

Time-passing

O)

Internal
) S
For all , ()a ueue of messages, initially empty
,a ueue of messages, initially empty
, an integer initially current process to receive from

, an integer initially
unbounded array of reals, initially in all places
array of si e of integers, initially in all places
a group of process indices, initially empty
, integers initially ,
, pair of integers initially
, boolean initially FALSE
initially
, initially

I UR he rdering automaton or process sig
nature and state.



Pre

Pre

Pre

er
Pre

Pre

add ( ) to
( )
- 0
()
TR E
- ()
TR E
FALSE
0
TR E
add ( ) to
- 0
TR E
()
add to
- ()
() is first on
discard first element of ()
- -0
is empty
if( TR E)
TR E

I UR

Ccess

he rdering algorithm automaton or pro
transitions, part 1.



Cho
Pre
E
)
E if( | )
elseif ( )
add ( ) to ()
()
Pre
() is first on ()
E  discard first element of ()
er -
Pre
() is first on ()
E
discard all elements of ()
er -
Pre
is first on ()
E  discard first element of ()
( ymod ()
er -
Pre
E
for all s.t.
er -
Pre
() is empty
E add to
( Jmod ()
er -
Pre
E ( ) mod ( )
I UR he rdering algorithm automaton or pro

cess transitions, part



